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Summary

In this paper we study Bayes factors and special p-values in their capacity of
approximating interval null hypotheses (or more generally neighbourhoods of
point null) hypotheses by point null or eventually parametric families in the
case of the goodness of fit test of a parametric family. We prove that when the
number of observations is large Bayes factors for point null hypotheses can
approximate Bayes factors for interval null hypotheses for extremely small
intervals. We also interpret the significance of calibration goodness of fit
tests using a p-value in terms of width of neighbourhoods of the point null
hypothesis. Finally we study the consistency of Bayes factors for goodness of
fit tests of parametric families, which enables us to shed light on the behaviour
of the Bayes factors.

Keywords and Phrases: Asymptotic; Bayes factors; Point null;
p-values; Goodness of fit tests.

1. INTRODUCTION

Point null hypothesis are often justified as approximations of more realistic hypothe-
ses which would typically be defined as neighbourhoods of some specific distribution
or family of distributions. It is not so much the exactness of the point null which
is of interest, but rather wether the data can be relatively well represented by the
null model. The difficulty however is to decide what relatively well means. In
some applied problems, this notion can be made precise enough for the analysis
but in most problems it cannot. Statisticians and practitioners have therefore often
replaced this relatively well by exactly, counting on the uncertainty in the data
to account for it, or as Hodges and Lehman (1954) put it, on the lack of power of
the test employed. However when the number of observations is large the tests often
become very powerful, so that the point null hypotheses are bound to be rejected
under large samples. In this context understanding how a test reacts with the num-
ber of observations is crucial and has received huge attention for a very long time,
both in the frequentist and in the Bayesian literature; see for instance Nemirowski
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(2000), Gourieroux and Monfort (1996) for general theory, Robins and Wasserman
(2001) for a discussion on these issue or Dass and Lee (1999) for the consistency of
Bayes factors.

The testing problems we are going to investigate can be expressed in the following
way: let the observation X = (X1, ..., Xn) ∈ Xn with X ⊂ IRd, be a n-sample from
a distribution Pθ, θ ∈ Θ.

• Interval null hypothesis :

Hε
0 : d(θ, θ0) ≤ ε, versus Hε

1 : d(θ, θ0) > ε (1)

or

Hε
0 : d(θ,Θ0) ≤ ε, versus Hε

1 : d(θ,Θ0) > ε, (2)

where Θ0 is a subspace of the parameter space Θ having null Lebesgue measure
(relative to Θ), and d(., .) is a distance or pseudo-distance. This second case
will be more specifically studied in the goodness of fit framework, where Θ0

is the parametric family to be tested.

• Point null hypothesis :

H0 : θ = θ0, versus H1 : θ 6= θ0 (3)

or

H0 : θ ∈ Θ0, versus H1 : θ /∈ Θ0, (4)

This covers a wide variety of problems : point null hypotheses in parametric
models, variable selections in regression models, goodness of fit testing. In most
cases the real question is defined in terms of Hε

0 versus Hε
1 , however as the choice of

ε is often difficult to make a priori, people have been using the point null hypothesis
as an approximation to the interval null hypotheses.

One of the most common Bayesian testing procedure is based on the Bayes factor
- or the posterior probability of the null hypothesis. They are the Bayesian answers
to the 0-1 types of losses. One of the main reasons for their popularity is due to
their simplicity of interpretation. Posterior probabilities have an obvious meaning
and Bayes factors are related to them. They can also be interpreted as automatic
penalized likelihoods or ratios of penalized likelihoods where the penalization comes
from the integration over the parameter spaces, so that Bayes factors naturally favor
simpler models, see Berger and Jefferys (2001). This phenomenon called Ockham’s
razor is directly linked to the automatic penalization induced by the integration
over the parameter space, allowing to take into account the uncertainty on the
parameters in each model. This automatic penalization inherent to Bayes factors
makes them very valuable, since the choice of penalization is often critical. On
the other hand, their being the Bayesian answers to 0-1 types of losses indicates
that they are not well adapted to testing interval null hypotheses approximated by
point null hypotheses. In other words the 0-1 loss seems to be too abrupt to answer
to a problem where the real aim is wether or not the null model is a reasonable
approximation of the true one. However in a seminal paper, Berger and Delampady
(1987) showed that Bayes factors for point null hypotheses, in the special case of the
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normal model, were reasonable approximations of Bayes factor for small interval null
hypotheses. Verdinelli and Wasserman (1996) have extended their result by proving
the the Bayes factor associated with the interval null test in the formHε

0 : |θ−θ0| ≤ ε
versus Hε

1 : |θ − θ0| > ε could be approximated by the Bayes factor associated with
the point null test H0 : θ = θ0 versus H1 : θ 6= θ0, if ε were small enough. However
the question of how small ε need to be is not answered to, although in their paper
Berger and Delampady give a bound in terms of ε. This question becomes even
more important when the dimension of the parameter space is large or infinite as it
can become extremely difficult to estimate a priori the level ε which can be tolerated
as a distance from the point null model.

In this paper we investigate two types of Bayesian testing procedures with regard
to this approximation of interval null hypothesis testing by point null hypothesis
testing. The first type is the Bayes factor approach, in other words the answer to
the 0-1 types of losses. The second type of testing procedure is the Bayesian answer
to a distance based loss, calibrated by a p-value. This procedure has been used by
Robert and Rousseau (2003) and McVinish et al. (2005) for goodness of fit tests.
Following Berger and Delampady (1987) and Verdinelli and Wasserman (1996) we
first try to answer to the question asked previously, i.e. how small does ε need to
be to make sure that the Bayes factor for the point null is behaving similarly to the
Bayes factor for the testing problem Hε

0 versus Hε
1 , in particular when the number

of observations becomes large. Surprisingly the answer is very small, actually much
too small, as will be shown in Section 2.

The distance approach is the Bayesian testing procedure associated with the loss
function defined by :

Lε(θ, δ) =

�
(d(θ,Θ0)− ε)1ld(θ,Θ0)>ε when δ = 0
(ε− d(θ,Θ0))1ld(θ,Θ0)≤ε when δ = 1

(5)

The Bayesian estimate associated with a prior π on the parameter space Θ, the
above loss and data X is then defined by

δπ(X) = 0 if Eπ [d(θ,Θ0) |X] ≤ ε

δπ(X) = 1 if Eπ [d(θ,Θ0) |X] > ε, (6)

where Eπ[l(θ) |X] is the posterior expectation of l(θ).
In cases where we have no prior knowledge of the tolerance threshold ε we

can calibrate it by computing a p-value associated with the test statistic H(X) =
Eπ [d(θ,Θ0) |X]. When the null set is a single point, Θ0 = {θ0}, the p-value is
defined by p0(X) = Pθ0 [H(Y ) > H(X) |X], else we consider a Bayesian p-value
proposed by Berger and Bayarri (2000), namely the conditional predictive p-value.
These p-values are defined by:

pUcpred(X) =

Z
Θ0

Pη [H(Y ) > H(X) |U,X] dπ0(η|U)

where U is an appropriate statistic, η ∈ Θ0 and π0 is a prior probability on Θ0.
Berger and Bayarri (2000) advocate the use of the conditional maximum likelihood
estimator given the test statistic H(X), in the restricted model Θ0 for U , but here,
following Robert and Rousseau (2003), McVinish et al. (2005) and Fraser and
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Rousseau (2005) we simply consider η̂, the maximum likelihood estimator in the
restricted model Θ0 for U . The p-value we consider is thus defined by

pcpred =

Z
Θ0

Pη [H(Y ) > H(X) | η̂x, X] dπ0(η|η̂x). (7)

This p-value has been studied by Robert and Rousseau (2003) in terms of its first
order properties and by Fraser and Rousseau (2005) for its higher order properties,
showing that it is asymptotically uniform under the null and giving its asymptotic
equivalent in general cases.

The p-value calibration therefore plays the same role as the point null Bayes
factor discussed previously. The same question is thus asked : What is the range
of values of ε corresponding to the use of the above p-value? In Section 2, we give
answers to this question in three different setups. First we consider the case where
Θ0 = {θ0}, then we consider composite null hypothesis in goodness of fit tests with
and without encompassing the null hypothesis in the alternative. In a goodness of
fit test of a parametric family F = {fη, η ∈ Θ0}, where the fη’s are densities with
respect to some common measure µ, say the Lebesgue measure, the interval null
formulation of the problem takes the form:

Hε
0 : d(f,F) ≤ ε, versus Hε

1 : d(f,F) > ε

and the point null formulation of the problem:

H0 : f ∈ F , versus H1 : f /∈ F ,

where f is the true density of the observations with respect to the same measure µ.
In the Bayesian framework the nonparametric alternative to F needs to be rep-

resented by a prior on the set of densities on X . There are many ways to construct
such priors. In the context of goodness of fit tests some people have embedded
the parametric family in the alternative. Carota and Parmigiani (1996) embed the
parametric model in a mixture of Dirichlet processes (over a parameter η), whose
means are the cumulative distribution functions under the null hypothesis. These
approaches are however not very appropriate for testing an absolutely continuous
model. Berger and Guglielmi (2001) embed their parametric model using mixtures
of Polya trees centered on the parametric model. As a third way of embedding
the parametric model, Verdinelli and Wasserman (1998) and Robert and Rousseau
(2003) reduce the problem to finding a prior distribution on [0, 1], rather than on
IR or IRp, through the use of the probability transform, that is, considering Fη(X).
Let gψ, ψ ∈ S be the support of the prior distribution on the set of densities on
[0, 1] (typically S is infinite dimensional). The nonparametric alternative is then
represented as

H = {hθ(x) = fη(x)gψ(Fη(x)), η ∈ Θ0, ψ ∈ S}.

In this paper, we focus on this way of embedding.
When there is no embedding, it goes back to constructing a probability dis-

tribution Π on the set of densities on X and to compare a simpler model namely
F with a more complicated one represented by Π. The latter model needs not
give some special meaning to the parametric model. This approach is to some ex-
tent considered by Florens, Richard and Rolin (1996), although they work with the
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Dirichlet process as a prior which is not adapted to estimating densities with respect
to the Lebesgue measure. They also give a special meaning to the parametric model,
since they construct their nonparametric prior such that the marginal densities for
one observation under the parametric and the nonparametric models are the same.
McVinish et al. (2005) consider no embedding at all. To some extent the approach
with no-embedding is more adapted to a 0-1 type of losses than the approach with
embedding, since the idea is to test two different models, where one is not quite
included in the other one.

An interesting difference appears in the behaviour of the p-value wether we
embed the null model in the alternative or not, as seen in Section 3.

To understand better the impact of embedding in a Bayesian goodness of fit we
also study the asymptotic properties of the Bayes factor in both cases. This enables
us also to shed some light on the behaviour of Bayes factors in large dimension
problems. In particular, general conditions are given for the Bayes factors to be
inconsistent. Using the Theorem of McVinish et al. (2005) on the consistency of
Bayes factors in goodness of fit problems of a parametric family, we finally obtain
conditions which are close to being sufficient and necessary in some contexts.

In Section 2 we compare the Bayes factors associated with precise null hypotheses
as defined by (3) and with imprecise null hypotheses as defined by (1) respectively.
We prove that the width of the interval must be very small for both Bayes factors to
behave similarly. In Section 3 we study the calibrated distance approach in goodness
of fit tests. In particular we determine the calibration induced by the use of p-values.
In Section 3.1 we consider goodness of fit tests of a fixed distribution and in Section
3.2 We study goodness of fit tests of a parametric family. Section 4 is dedicated
to consistency properties of the Bayes factors in goodness of fit tests of parametric
families.

2. ARE BAYES FACTORS GOOD AT APPROXIMATING INTERVAL NULL
HYPOTHESIS BY POINT NULL HYPOTHESIS?

In this section we study the difference between the Bayes factor associated with
a point null hypothesis in the form (3) and the Bayes factor associated with the
interval null hypothesis in the form (1). First we define some notations.

2.1. Notations and context

Let X = (X1, ..., Xn) be a n-sample, each observation being distributed from Pθ,
θ ∈ Θ. Assume that the model is dominated by a common measure µ on X ⊂
IRd, d ≥ 1. We denote by L the set of probability densities on X . Let d be a
distance or pseudo-distance between two densities on X and denote by Sεn(θ0, d)
the neighbourhood of fθ0 defined by

Sεn(θ0, d) = {θ ∈ Θ; d(fθ0 , fθ) ≤ εn}

Let π be a prior on Θ and denote by λn(θ0, d) the prior mass of Sεn(θ0, d): λn(θ0, d) =
π(Sεn(θ0, d)). In the sequel, when there is no ambiguity we will drop (θ0, d) in our
notations and consider only Sn and λn. Consider the interval null testing problem
defined by :

Hn
0 : θ ∈ Sεn(θ0, d), versus Hn

1 : θ /∈ Sεn(θ0, d)

and the sharp null hypothesis problem expressed as

H?
0 : fθ = fθ0 , versus H?

1 : fθ 6= fθ0 .
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The Bayes factor associated with the first problem is then given by

Bn =

R
Sεn (θ0,d)

fθ(X)dπ(θ)(1− λn)

λn
R
Sc

εn
(θ0,d)

fθ(X)dπ(θ)
, (8)

where Ac denotes the complementary of the set A. The Bayes factor associated with
the second problem is given by

B?n =
fθ0(X)R

Θ
fθ(X)dπ(θ)

. (9)

We also denote by K(f, f ′) the Kullback-Leibler divergence between f and f ′,
that is

K(f, f ′) =

Z
X
f(x) log

�
f(x)/f ′(x)

�
dµ(x).

Similarly V (f, f ′) denotes the second moment of the log of the ratio of the densities
f and f ′ under f , that is

V (f, f ′) =

Z
X
f(x)

�
log f(x)/f ′(x)

�2
dµ(x).

In the sequel ln(θ) denotes the log-likelihood function associated with n obser-
vations and if θ1, θ ∈ Θ, ∆(θ1, θ) = K(fθ1 , fθ0) − K(fθ1 , fθ) and Vθ1(θ, θ0) =
Eθ1

�
(l1(θ0)− l1(θ))

2
�
. We also consider the following pseudo-distance:

dK(f, f ′) = K(f, f ′) + V (f, f ′).

This pseudo-distance will be used to obtain sufficient conditions on εn for both
Bayes factors, Bn and B?n to behave similarly. In the following sections we will also
consider the Hellinger distance on densities with respect to a common dominating
measure µ:

h2(f, f ′) =

Z �p
f(x)−

p
f ′(x)

�2

dµ(x),

and the L1 distance:

||f − f ′||1 =

Z ��f(x)− f ′(x)
�� dµ(x),

The formulation considered above is oriented towards tests on densities rather
than tests on parameters. It allows us to consider in the same framework parametric
and nonparametric models. Note however that in regular parametric models both
formulations are equivalent, see remark 2.
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2.2. Comparison of both Bayes factors

Theorem 1 In the framework defined previously,

• (i) Let εn = ε0/n and d(., .) = dK(., .). Suppose that for all θ1 ∈ Θ, there
exists c,M > 0 such that

lim inf
n

π(Sn,1)

π(Sεn(θ0, dK))
> 0, with Sn,1 =

�
θ;∆(θ1, θ) > −

c

n
, Vθ1(θ0, θ) ≤

M

n

�
,

then for all θ1 ∈ Θ

lim
C→+∞

lim sup
n

Pθ1

�
Bn
B?n

≤ 1/C

�
= 0.

• (ii) Let εn = ε0vn/n
2 with vn →∞ and d(., .) = K(., .). If there exists θ1 ∈ Θ

and a, V0 > 0 and a sequence ρn > 0 decreasing to zero such that

lim inf
n

π[Sn,2]

π[Sεn(θ0,K)]
> 0,

with Sn,2 = {fθ ∈ Sn;Vθ1(fθ0 , fθ) ≤ V0vnρn/n;∆(θ1, θ) > 2a
√
vn/n} then

Bn
B?n

→ +∞, Pθ1

The proof is given in Appendix 5.1.

Remark 1. The first part of the Theorem 1 implies that Bn is at least of the same
order as B?n when ε, the tolerance threshold is small enough, but not too small since
it corresponds to the parametric rate of convergence in smooth models. The second
part of the theorem is more precise since it says that Bn can be actually much
larger than B?n as soon as ε is greater than n−2. This is far too small to be of any
use in practice, for large sample sizes at least, since the typical parametric rate of
convergence in smooth parametric families is much greater than that. It therefore
appears that Bayes factors for interval null hypotheses cannot be well approximated
by Bayes factors for point null hypotheses, at least when the number of observations
is large.

Remark 2. Although the condition on Sn,2 seems a bit restrictive, note that it is

not so. Indeed if θ1 6= θ0, when n is large enough ∆(θ1, θ) = O(
p
K(fθ0 , fθ)) and

is usually not of smaller order. Hence typically as soon as K(fθ0 , fθ) ≥ a1vn/n
2,

for a large enough we will have ∆(θ1, θ) ≥ a
√
vn/n. To illustrate this consider the

simpler case of a smooth parametric family. Then if θ′ is close to θ,

K(fθ′ , fθ) = i(θ′)
(θ′ − θ)2

2
+ o((θ − θ′)2),

where i(θ) is the Fisher information matrix associated with one observation. Also,
using a Taylor expansion around θ0, we obtain

∆(θ1, θ) = (θ − θ0)

Z
fθ1(x)

∂ log fθ(x)

∂θ

����
θθ0

dx+ 0(θ − θ0)
2.
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Hence, if θ1 is fixed and such that

Eθ1

�
∂fθ0(X)

∂θ

�
6= 0

(say > 0), we have as soon as θ− θ0 > ε
√
vn/n, and if θ > θ0, ∆(θ1, θ) > 2a

√
vn/n,

for ε large enough. Also, the set Sεn(fθ0 ,K) corresponds to the subset of Θ defined
by {|θ − θ0| < δ0

√
vn/n}. Moreover the condition on Vθ1(fθ0 , fθ) is satisfied for

instance as soon as log fθ(x) is bounded uniformly for θ in a neighbourhood of θ0,
with ρn = O(1/n). This leads to

π[Sn,2]/π[Sεn(fθ0 ,K)] > π[δ0
√
vn/n > θ − θ0 > ε/n]/π[|θ − θ0| < δ0

√
vn/n] > 1/4,

when n is large enough.

Remark 3. This result is quite general in the sense that it can apply to parametric
and nonparametric frameworks.

Example 1 (Smooth parametric families).
Assume that {fθ, θ ∈ Θ}, Θ ⊂ IRd with d some positive integer is a smooth parametric

family. Then calculations in Remark 2 imply that

Sεn (θ0, dK) ⊂ {|θ − θ0| < c
√
εn},

for some constant c > 0. If θ1 6= θ0 there exists a constant c(θ1, θ0) 6= 0, say positive, such
that

∆(θ1, θ) = c(θ1, θ0)(θ − θ0) +O((θ − θ0)2).

Let εn = ε0/n, then as soon as θ > θ0 ∆(θ1, θ) = O(ε2n) > −c/n for all θ > θ0 and satisfying
θ ∈ Sεn (θ0, dK). Using Remark 2 together with the above result we thus prove that the
assumption in (i, Theorem 1) is satisfied. In remark 2, we obtained that the assumption in
(ii, Theorem 1) is also satisfied, therefore Theorem 1 applies to smooth parametric families.

Example 2 (Nonparametric models: sieve models).
We consider the special case of exponential family models:

log fθ,K(x) =

KX
j=1

θjBj(x)− c(θ),

where K is unknown and where the Bj ’s form a basis of some functional space like the set
of squared integrable functions, or the set of polynomials, or the set of piecewise polynomial
functions as in the log-spline models. The parameter has therefore the form (K, θ), where

K ∈ N and, conditional on K, θ ∈ IRK−1, since for identifiability reasons we need a

constraint in the form
PK
j=1 θj = 0 or θ0 = 1. Consider a prior on the probability space

and let (K0, θ0) be a specific value of the parameter. Assume also that the prior on the θ′js

has support included in [−M,M ] for each j ≥ 1, with M large enough so that θ0 belongs to
the support of the prior on the subset {(θ1, ..., θK0 ), θj ∈ IR}. Then if θ = (θ1, ..., θK0 ) and
θ0 = (θ01, ..., θ0K0 ), the model is smooth and the result obtained in Example 2 applies. If
θ = (θ1, ..., θK) with K > K0, then fθ belongs to Sεn if there are extra constraints in the
form |θj | < c

√
εn, for j = K0+1, ...,K to add to the constraints on the first K0 parameters.

This implies that λn can be written in the form Cε
K0/2
n (1 + o(1)) and the results obtained

in Example 1 can be extended to this case.
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3. UNDERSTANDING THE CALIBRATED DISTANCE APPROACH IN
TERMS OF INTERVAL NULL HYPOTHESIS TESTING

In this section, we focus on goodness of fit tests. We could extend the following
results to more parametric tests, but the interest of these tests is stronger in the
framework of goodness of fit testing.

Let X = (X1, ..., Xn) be a n-sample from a probability distribution having
density f . Again, we compare the interval null hypothesis tests: let d(., .) be a
distance or a pseudo-distance between densities and εn > 0

Hn
0 : d(f, f0) ≤ εn versus Hn

1 : d(f, f0) > εn (10)

with the sharp null hypothesis problem expressed as

H?
0 : f = f0, versus H?

1 : f 6= f0. (11)

We will also consider goodness of fit tests against a parametric family, with both
formulations:

Hn
0 : d(f,F) ≤ εn versus Hn

1 : d(f,F) > εn, (12)

where F = {fη, η ∈ Θ0} and d(f,F) = inf{d(f, fη), η ∈ Θ0} and the sharp null
hypothesis problem expressed as

H?
0 : f ∈ F , versus H?

1 : f /∈ F . (13)

In the Bayesian context we need to define both the null hypothesis and the
alternative precisely, in other words to put a prior on the alternative and on the
null model. Let π0 be a prior on Θ0 (under the null) and π be a prior under the
alternative.

We consider the test statistic based on the loss function L(f, δ) defined by (5)
with θ = f , Θ0 = {f0} or F and ε = εn. When εn is known the Bayesian test is
given by (6). When εn is not known or fixed a priori, we propose to calibrate it
with a p-value. Hence we formally construct a test for the problem (11) (resp. (13))
instead of (10) (resp. (12).) However by using this p-value we define some implicit
threshold values εn, or at least a range of implicit values. The aim of this section is
to describe these implicit values. Note here that the p-value is not used in the usual
frequentist sense but is used as a calibration tool.

First we consider the simpler case of goodness of fit of a specific distribution
against any distribution. Then we extend the results to the goodness of fit of a
parametric family. Two cases will be considered, the embedded approach and the
non-embedded approach.

3.1. Goodness of fit test of a fixed null distribution

We first consider the problem of a point null hypothesis {f0} or a neighbourhood of
f0. The p-value is the defined by

p0(X) = P0 [H(Y ) > H(X)|X] ,

where P0[A] defines the probability of A under f0 and H(Y ) = Eπ [d(f, f0)|Y ] is
the posterior expectation of the distance between f and the null in the alternative
model. The distance is typically going to be either the Hellinger or the L1 distance.
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Let α ∈ (0, 1), then p0(X) = P0 [H(Y ) > H(X)|X] = α if H(X) = G−1
0n (1− α),

where G0n is the cumulative distribution function of H(Y ) under f0. Although
we are not considering a Neyman-Pearson framework, we can use the quantities
G−1

0n (1− α) to understand the meaning of the calibration induced by the use of the
p-value p0(X). In other words considering that the observed p-value is small when
it is equal to α corresponds to considering that G−1

0n (1 − α) is large as a value of
H(X). The order of the implicit εn’s can therefore be understood as the order the
values G−1

0n (1−α)’s for fixed α’s. This corresponds to the rate of convergence of the
posterior distribution in the alternative model, under f0. Let εn be such that

Pπ[Sεn(f0, d)
c|Y ] = OP (εn), and Pπ[Sρnεn(f0, d)|Y ] = oP (1),

for all sequence (ρn)n decreasing to 0, then for any α ∈ (0, 1),

G−1
0n (1− α) > Cεn ⇔ 1− α > P0 [H(Y ) < Cεn]

⇒ 1− α > P0 [Pπ [Sεn(f0, d)
c|Y ] < (C − 1)εn]

the latter term of the right hand side can be made as close to 1 as need be by
choosing C and n large enough, implying that for C and n large enough,

G−1
0n (1− α) > Cεn.

Moreover, let ρn be any decreasing sequence to 0, then

G−1
0n (1− α) ≤ ρnεn ⇔ 1− α ≤ P0 [H(Y ) ≤ ρnεn]

⇒ 1− α ≤ P0 [2ρnεnP
π [Sεn(f0, d) ∩ S2ρnεn(f0, d)

c|Y ] ≤ ρnεn]

⇒ 1− α ≤ P0 [Pπ [Sεn(f0, d) ∩ S2ρnεn(f0, d)
c|Y ] ≤ 1/2] .

The latter term of the right hand side can be made as close to 0 as need be, so that
when n is large enough

G−1
0n (1− α) > ρnεn.

Finally it appears that the calibration with a p-value of the distance based ap-
proach implies an εn of the same order as the rate of convergence of a Bayesian
estimator (say the posterior mean) of f0 under the nonparametric model. It often
is the case that the nonparametric alternative is constructed around f0, or more
precisely as perturbations around the null model. In such cases, f0 typically be-
longs to the support of π, the nonparametric prior, and the nonparametric rate of
convergence for estimating f0 is then often of order n−1/2 up to a logn term.

Example 3 ( Example2 - part 2: exponential family).
Consider as a special case the exponential family model defined in Example 2, where

the Bj ’s form the Legendre basis on [0, 1] as defined by Verdinelli and Wasserman (1998)
for instance and f0 is the uniform on [0, 1]. Then by considering the identifying constraint
on the θj ’s in the form θ0 = 1, f0 can be written as a special case of this exponential
family with θj = 0, for all j ≥ 1 or by choosing K = 1 and θ1 = 0. Hence the prior mass

of logn/n-Kullback-Leibler neighbourhoods of f0 is bounded from below by c
p

logn/n

leading to an upper bound for the rate of convergence of order
p

logn/n in terms of the L1

or the Hellinger distance. A lower bound on the rate is of order 1/
√
n, so that the implicit

εn devised by the calibration method is of order vn/
√
n with vn ∈ (1,

√
logn) when d is

either the Hellinger distance or the L1 distance.
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Remark . The above result is quite general. For instance if instead of the above
collection of exponential families we consider a mixture model with unknown num-
ber of components and f0 can be represented as a finite mixture, then the rate of
convergence is often of order O(

p
logn/n), see for instance Ghosal and Van der

Vaart (2001) in the case of Gaussian mixtures.

Remark . As is often the case, it is a lot easier to find an upper bound on εn than a
lower bound. In the following of the paper we will consider essentially upper bounds,
although some remarks will be made on lower bounds as well.

The case of a goodness of fit tests of a fixed density is much easier than the case
of a goodness of fit tests of a parametric family. In the following section we consider
the goodness of fit tests of a parametric family. Two cases will be considered: The
embedding approach of Verdinelli and Wasserman (1998) and Robert and Rousseau
(2003) and the non-embedding approach as is in McVinish et al. (2005). The results
obtained in the following section shade light on the meaning of embedding or not
embedding in goodness of fit tests.

3.2. Goodness of fit test of a parametric family

In this section we consider the testing problems defined by (12) and (13). We use
the same loss function as in Section 3.1, so that the Bayes estimate of the test,
in the case of a known threshold εn is given by δ(X) = 1 if H(X) > εn, where
H(X) = Eπ[d(f,F)|X]. Similarly to before, when εn is not fixed a priori we cal-
ibrate it using a p-value. However, in this case there is no obvious p-value since
under the null hypothesis the probability depends on the unknown value η. A cer-
tain number of p-values have been proposed in the literature, the most well known
are the plug-in p-value and the posterior p-value. These have many defects due to
their strong double use of the data, see Bayarri and Berger (2000) and Robbins,
Van der Vaart and Ventura (2000) for a discussion of their properties. To improve
on these Bayarri and Berger (2000) have proposed other p-values: the conditional
predictive p-value and the partial posterior predictive p-value. Their asymptotic
properties have been studied by Robbins et al. (2000). Higher order asymptotic
properties of the conditional predictive p-value associated with the maximum like-
lihood estimator η̂ have been studied by Fraser and Rousseau (2005). In this paper
we consider the same p-value as in Robert and Rousseau (2003) and Fraser and
Rousseau (2005), namely the conditional predictive p-value based on the maximum
likelihood estimator defined by (7) in Section 1. Recall that this p-value can be
written as:

pcpred =

Z
Θ0

Pη [H(Y ) > H(X)|η̂, X] dπ0(η|η̂).

The test statistic is based on the nonparametric prior π. This prior π can be
constructed by either embedding the parametric model in the nonparametric one,
or quite independently of the parametric model. We first study the embedding
approach and more precisely Verdinelli and Wasserman’s (1998) embedding.

3.2.1. The embedding case

Denote by Fη the cumulative distribution functions associated with fη, η ∈ Θ0,
consider a nonparametric family of densities on [0, 1] {gψ, ψ ∈ S} and assume that
there exits ψ0 ∈ S such that gψ0(u) = 1, ∀u ∈ [0, 1]. The alternative nonparametric
family is represented by

H = {hη,ψ(x) = fη(x)gψ(Fη(x)), η ∈ Θ0, ψ ∈ S}. (14)
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Let π be a prior oh H which can be expressed in the form dπ(η, ψ) = dπ1(ψ)dπ(η|ψ).
Using the same approach as in Section 3.1 we want to estimate the implicit

values εn obtained by the calibration using the representation

εn = O(G−1
n (1− α)), α ∈ (0, 1),

where Gn is the cumulative distribution function of H(Y ) when Y is distributed
from mπ(y|η̂x) =

R
Θ0
f(y|η, η̂x)dπ(η|η̂x). We now characterize this implicit order.

Assume that the parametric model is regular and in particular that the regularity
assumptions of Theorem 3.1 of Robert and Rousseau are satisfied. Then Theorem
3.1 of Robert and Rousseau implies that

pcpred = Pη⊥ [H(Y ) > H(X)|η̂x, X] + oP (1), (15)

where η⊥ = argminθK(f, fθ) and f is the true density of the observations. Therefore

pcpred(X) ≤ α if and only if H(X) ≥ (Gη̂
η⊥

)−1(1 − α + oP (1)), where Gη̂
η⊥

is the

conditional cumulative distribution function of H(Y ) given the η̂y = η̂, relative to
η⊥. Then as in the case of the point null p-value, we can interpret this procedure as
deciding which value of εn is small, by understanding εn as (Gη̂x

η⊥
)−1(1−α+oP (1)),

where α is small in the uniform scale. We now determine the order of (Gη̂x

η⊥
)−1(1−α),

for fixed α’s. To do so, we first characterise the rate of convergence associated with
the full model H when the true density is in the null model in terms of the rate of
convergence associated with the nonparametric family on [0, 1], i.e. S when the true
distribution if the uniform on [0, 1].

Theorem 2 Let (ρn)n be a sequence decreasing to zero such that ρn ≥ ρ0 logn/n,
for some positive ρ0. Let Sn ⊂ S, for all n ≥ 1.

• (i) Assume that there exists c1 > 0 such that for all

Kn =
X
j≥0

p
π(An,j) ≤ ec1nρn ,

where (An,j , j ≥ 0) is a ρn−covering of Sn ∩ {ψ, h2(gψ, gψ0) > Cρn}, with
C ≥ 1.

• (ii) Assume that there exists c2 > 0 satisfying

π(Scn) ≤ e−(c2+1)nρn

such that e−nc2ρn/2 ≤ C1ρn for some positive constant C1.

• (iii) Suppose that for some c2/2 > b > 0

π [Sρn(gψ0 , dK)] ≥ e−bnρn .

Assume also that Θ0 is compact, that for each ψ ∈ Sn, there exists c, Cψ > 0 such
that ����log

�
gψ(u)

gψ(v)

����� ≤ Cψ

�
|v − u|
u ∧ v + |v − u|c

�
, (16)
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and suppose that there exists c3 > 0 such that supψ∈Sn
Cψ ≤ enc3ρn . Then if for all

η ∈ Θ there exists τ > 0 such thatZ
sup

|η−η′|<τ

����∂fη′(x)∂η

���� dx <∞ (17)

withZ F−1
η (u)

−∞
sup

|η−η′|<τ

����∂fη′(x)∂η

���� dx = O(u),

Z ∞

F−1
η (u)

sup
|η−η′|<τ

����∂fη′(x)∂η

���� dx = O(1− u), (18)

there exists C0, C, c > 0 such that

Pπ
�
fη,ψ;h2(fη,ψ, fη0,ψ0) > Cρn|Xn� ≤ e−ncρn ∧ C0ρn, P∞0 a.s.

The proof of Theorem 2 is given in the Appendix, Section 5.2.
The above theorem essentially states that if ρn is the convergence rate of the

posterior distribution (in hellinger distance) for the estimation of g in [0, 1], using π1

when g0 = gψ0 then when f0 = fθ0gψ0(Fθ0), the rate of convergence of the posterior
in the full model under π is also equal to ρn. The first set of assumptions ((i)-(iii))
are here to ensure that ρn is the rate of convergence for the posterior distribution
in the model gψ. We could have considered other sets of assumptions leading to
the same results, such as those of Ghosal et al. (2001), the result would still be the
same. These assumptions are adapted from Walker et al. (2005) to sieve sets, in
order to accept unbounded densities as will be seen in the case of mixtures of betas.
Note that the posterior rate of convergence for estimating fη does not depend on
η under the above assumptions. This is one of the interests of embedding, since it
reduces the impact of the nuisance parameter η. We will see in Section 3.2.2 that η
can have a lot more influence when there is no embedding.

Corollary 3 Under the conditions of Theorem 2, we have

Pψ0

�
Eπ
�
h2(1, gψ)|Un

�
> 2ρn

�
→ 0

and
P0

�
Eπ
�
h2(fθ,ψ,F)|Y n

�
> Cρn

�
→ 0

Proof of Corollary 3. The result comes from the following inequality : P∞0 almost
surely, we have that

Eπ
�
h2(1, gψ)|Un

�
≤ ρn + Pπ

�
h2(1, gψ) > ρn|Un

�
≤ 2ρn

since
Pπ
�
h2(1, gψ) > ρn|Un

�
≤ ρn

and similarly for the second inequality. �
This implies in particular that (Gθ̂θ⊥)−1(1 − α) = 0P (ρn), for all α ∈ (0, 1).

Indeed, since
Pθ⊥ [H(Y n) > Cρn] = o(1),

Pθ⊥
h
Pθ⊥

h
H(Y n) > Cρn|θ̂

i
> ε
i
≤ ε−1Pθ⊥ [H(Y n) > Cρn]

for any positive ε and it goes to 0 as n goes to infinity.
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Remark. The above results give only upper bounds on the order of εn. Obtaining
an exact order in the nonparametric case is often very difficult. We shall see in some
examples however that this upper bound is close to the lower bound when ρn is also
close to the lower bound on the posterior rate of convergence on S.

Remark. The above results are valid for all (almost) true densities and not only
under the null hypothesis. This comes from the fact that pcpred can be approximated
by a conditional p-value as described by (15), even underthe alternative.

Example 4 (Mixtures of betas).
We consider the following example: gψ = p0 + (1− p0)

PK
j=1 pjgaj ,bj , where ga,b is a

Beta density with parameters (a, b). In other words ψ = (K, p0, p, a, b) where u designates

the vector in IRK : (u1, ..., uK). We prove that if S is defined by mixtures of Betas distrib-
utions as described above, the rate of convergence for estimating gψ0 under the prior π1 on
S is of the form logn/n and that we obtain the same rate for estimating fθ, θ ∈ Θ under
the prior π on the full model H. More precisely, if we constrain the parameters of the betas
to be bounded, we obtain logn/n otherwise if the prior on these parameters has light tails
(Gaussian type) then the rate of convergence is logn2/n.

Consider ψ and ψ′ corresponding to the same K and the same Ãj : |p0 − p′0| < δ1,
|aj − a′j | < δ2 |pj − p′j | < δ3. Let F = {fθ, θ ∈ Θ} be a regular model.

A =

�����log

 
gψ′ (u)

gψ′ (u+ γ(u)))

!�����
=

������log

0
@p′0 + (1− p′0)

KX
j=1

p′jga′j ,b
′
j
(u)

1
A− log

0
@p′0 + (1− p′0)

KX
j=1

p′jga′j ,b
′
j
(u+ rγ(u))

1
A
������

≤
(1− p′0)

PK
j=1 p

′
j

���∂ga′j ,b′j (u+ rγ(u))/∂u
���

p′0 + (1− p′0)
PK
j=1 p

′
jga′j ,b

′
j
(u+ rγ(u))

,

with r ∈ (0, 1).

A ≤ |γ(u)|max
j≤K

C ∗ (a′j + b′j + 1)(u+ rγ(u))−1(1− (u+ rγ(u)))−1.

Moreover, under the above hypothesis on the parametric model

|Fθ′ (F−1
θ (u))− u| ≤ |θ′ − θ|

Z F−1
θ

(u)

−∞
sup

|η−θ|<τ

����∂fη(x)∂θ

���� dx
So that there exists C2 > 0, independent of θ, ψ satisfying |γ(u)| ≤ C2u(1−u). This implies
that for |θ′ − θ|C2 < 1/2,

Z 1

0
gψ(u)A(u)du ≤ 2CC2|θ′ − θ|max

j≤K
(a′j + b′j + 1)

Hence, by choosing |θ′−θ| small enough, independently of ψ,ψ′ if we assume that aj+bj ≤
M , we have that fθ′,ψ′ ∈ Aj when gψ′ in Ãj and |θ′ − θ| ≤ C0δ. When Θ is compact, the
number of such balls (N(δ)) is bounded, for each δ. Hence

X
j

q
π(Aj) ≤ N(δ)

X
j

q
π1(Ãj) <∞.
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If the set of (a′j , b
′
j) is not bounded. Consider Sn = {(K, a, b), 0 < aj , bj ≤ Mn}. Then if

Mn is such that
π(|aj |+ |bj | > Mn) ≤ e−n(c2+1)ρn = cn,

π(Scn) =
X
k

p(k) {1− πk(∀j; aj , bj ≤Mn)}

≤
X
k

p(k)
n

1− (1− cn)k
o

= 1−
X
k

p(k)(1− cn)k

≤ cn
X
k

kp(k),

where the last inequality comes from the Laplace transform of K, since
P
k p(k)(1−cn)k =

E[e−αK ] with α = − log (1− cn).
Then we obtain a ρn−covering of Hn = Θ× Sn by considering coverings of Hn in the

form
Ãn,j,l = {|θ − θl| ≤ δρn/Mn} ×An,j .

We thus have

Kn ≤
X
j,l

q
π(Ãn,j,l)

≤ CN(δρn/Mn) (ρn/Mn)k/2
X
j

q
π(An,j)

≤ enc1ρne−d/2 log (ρn/Mn)

≤ enc
′
1ρn ,

as soon as − log (ρn/Mn) ≤ 2(c′1 − c1)nρn/d, i.e. as soon as ρn ≥ ρ0Mn logn/n with ρ0
large enough. This implies that in the unbounded case the rate of convergence ρn cannot
be better than say logn2/n. To obtain this rate of convergence it is necessary that

π(aj + bj > M0 logn) ≤ e−(c2+1) logn2
,

which means that the tails of the distribution on the parameters of the beta densities are
as light as the Gaussian tails.

In this example, it is to be believed that 1/n (in terms of of h2(., .)) is a lower bound
on the rate of convergence, that is

Pπ
�
Sρn/n(f0, h

2)
�

= oP0 (1),

for any sequence ρn converging to 0. Hence, up to a logn term εn = 0(1/n), the parametric
rate of convergence.

Remark. We see in this example that a particular case of interest is when ρn =
logn/n up to a multiplicative constant. This happens in many cases such as mixtures
with unknown number of components, infinite dimensional exponential family, see
example 2. Then in most cases, up to the logn term this is also a lower bound on
εn.
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Remark. Although we have no rigorous proof of it, we believe that the posterior
distribution shrinks more quickly around gψ0 under π1 the nonparametric prior on
S than does the posterior distribution around fθ0 under π the nonparametric prior
on H.

3.2.2. The non-embedding case

In this section we consider a testing procedure where we do not embed the parametric
model into the nonparametric one. We still want to test

H0 : d(f,F) ≤ εn, H1 : d(f,F) > εn

using a nonparametric estimation procedure with no embedding. This has been
done for instance in McVinish et al. (2005), where the authors consider mixtures
of triangular distributions as a special case of nonparametric prior. It is also the
approach considered in Goutis and Robert (1997), although they are considering
a fully parametric framework, with estimation as the ultimate aim. One of the
advantages of the approach with no embedding is its greater simplicity (compared
to the embedded approach considered above).

We shall see in this section that strange phenomena might happen in such cases.
To describe these phenomena, consider the framework of McVinish et al. (2005).
We recall the nonparametric model: gψ is a mixture of triangular distributions with
an unknown number of components which can be written in the following form: For
a given k ≥ 1, let the sequence 0 = t−1 = t0 < t1 < . . . < tk−1 < tk = tk+1 = 1 be a
partition of [0, 1]. The function hi (x) is the triangular density function with support
on the interval [ti−1, ti+1] and mode at xi. The mixture of triangular distributions
has the density function

h (x) =

kX
i=0

wihi (x) ,

where wi ≥ 0,
Pk
i=0 wi = 1. Note that h (x) is a piecewise linear function on [0, 1]

interpolating the points (xi, wihi (xi)) . The two cases considered by Perron and
Mengersen (2001) and McVinish et al. are:

I For each k, the partition of [0, 1] is assumed fixed and the weights wi are to
be estimated.

II For each k, the weights wi are fixed at w0 = wk = 1
2k
, wi = 1

k
, i = 1, . . . , k−1

and the partition is to be estimated.

In other words the parameter ψ is either (k, t) or (k,w). In both cases, the uniform
distribution on [0, 1] plays a special role, as it can be represented as a mixture of
triangulars for any number of components. The uniform distribution corresponds
to w = (1/2k, 1/k, ..., 1/k, 1/2k) and t = (0, 1/k, ..., (k − 1)/k, 1). As such if the
true distribution of the observations with density f0 is the uniform density on [0, 1]
or any finite mixture of triangular distributions, then the posterior distributions
associated with gψ described above shrinks towards f0 at a rate

√
logn/

√
n. Now,

if f0 is regular but cannot be represented as a finite mixture of triangulars then
the posterior distribution shrinks to f0 at a much slower rate. McVinish et al.
(2005) prove for instance that if f0 is Hölder with regularity β ≤ 2 then the rate

of convergence is - up to a logn term - the minimax rate : n−β/(2β+1). Now let F
be a smooth parametric model containing the uniform distribution for instance (or
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any finite mixture of triangular distributions) but containing also densities which
cannot be represented as finite mixtures of triangulars. Denote f0 the true density
and fη⊥ its projection onto F (in terms of Kullback-Leibler distance). If fη⊥ is
the uniform then εn = OP (logn/n) and if fη⊥ is not the uniform nor any finite
mixtures of triangular distributions, then εn can be much bigger, possibly of the
order OP (n−2β/(2β+1)), where β is the regularity parameter of the Hölder class
containing f0.

Obviously, this phenomenon is not restricted to the choice of the nonparametric
prior chosen in McVinish et al. (2005). Consider for instance a prior based on some
kind of expansion such that any distribution which can be represented by a finite
expansion of the same kind can be estimated by such a prior at a specific rate, say
logn/n. If the parametric model contains at least one such distribution and some
distributions that are quite different, then the same phenomenon occurs.

This fact is slightly disturbing, since the value η⊥ should typically be of no
importance in the procedure, whereas it appears to be of crucial importance when
there is no embedding. It affects the order of the calibration of εn in the goodness
of fit testing problem. We will see in the following section that differences also
appear when considering the Bayes factor approach instead of the calibrated distance
approach, when there is no embedding.

4. CONSISTENCY PROPERTIES OF THE BAYES FACTOR:
EMBEDDING-VERSUS NON EMBEDDING

In this section we study the behaviour of the Bayes factor in the goodness of fit test
of a parametric family. In particular we consider conditions ensuring its consistency
and conditions under which the Bayes factor is not consistent. Dass and Lee (200)
prove in a very elegant way that Bayes factors are essentially always consistent in
a goodness of fit test of a fixed known distribution f0. The testing problem of
a null parametric family, defined by (4), is slightly more complicated. It is well
known that Bayes factor can be interpreted as penalized likelihood ratio statistics,
as illustrated by its approximation by the BIC criterion in regular cases (see for
instance Kass and Raftery, 1995). Outside regular cases, the penalization is not
always well understood. Berger, Ghosh and Mukhopadhyay (2003) determine the
penalization induced by the Bayes factor in the case of general ANOVA problems in
terms of efficient number of observations, Chambaz and Rousseau (2005) study the
behaviour of the Bayes factor in general nested family problems. They show that
the prior mass of Kullback-Leibler neighbourhoods of the true distribution in each
model is a key factor in the penalization. McVinish et al. (2005) give conditions for
consistency of the Bayes factor in goodness of fit testing problems of a parametric
family.

In this section, we will give conditions for the Bayes factor to be inconsistent
in goodness of fit problems. The results obtained prove the importance of the
prior mass of Kullback neighbourhoods of the true distribution and its role in the
penalization. We then apply this result to the embedding approach and to the
approach without embedding. These results shade light both on the impact of
embedding and on the way the Bayes factor induces the penalization. We will see
in particular that inconsistencies appear more often in the case of non-embedding
than in the case of embedding.

Note however that the reasons for bizarre phenomena associated with the no-
embedding approach are not the same wether we use the calibrated p-value approach
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or wether we consider the Bayes factor. In both cases however the problems are
related to the fact that the null hypothesis is heterogeneous from the point of view
of the alternative. This disappears when embedding is considered, specially the kind
of embedding studied here, since it all comes back to estimating the same density
gψ0 in the nonparametric model. We have proved it, in the case of the p-value
approach in Section 3.2. We now prove it for the Bayes factor approach.

4.1. Inconsistency of the Bayes factor

In goodness of fit problems, or in any problem where the null can be regarded as a
sub-model of the alternative, consistency of the Bayes factor under the alternative
is usually much easier to obtain than under the null since the marginal distribution
of the null model is typically exponentially small. In this section we therefore study
consistency under the null.

Following Theorem 4.1 in McVinish et al. (2005), the Bayes factor associated
with the goodness of fit test of a parametric family against a nonparametric alter-
native is consistent under the null if the posterior distribution in the nonparametric
model is consistent under any distribution of the parametric family, if the paramet-
ric family is regular and most importantly if the nonparametric prior probability of
εn-neighbourhoods of the true density is of order o(n−d/2), where εn is the rate of
convergence of the posterior towards f0 = fη, where η ∈ Θ0 and d is the dimension
of the parameter under the null.

This latter condition is actually not very far, in regular cases, from being a nec-
essary condition. The following theorem gives conditions leading to non-consistency
of the Bayes factor under the null. Let π be the prior in the alternative model and
π0 the prior in the null model.

Theorem 4 Assume that there exists η0 ∈ Θ0 and ε0 > 0 such that

π
h
Sε20/n

(fη0 , dK)
i
≥ Cn−d/2,

for some C > 0. Assume also that the parametric model F = {fη, η ∈ Θ0} is
regular. Then the Bayes factor for testing H0 : f ∈ F against H1 : f /∈ F , with the
alternative being modeled by π does not converge to infinity with n under the null
hypothesis.

Proof of Theorem 4. Recall that the Bayes factor can be written as

Bn =

R
Θ0

Q
i fη(Xi)dπ0(η)R Q
i f(Xi)dπ(f)

.

For notational ease, we denote Sε20/n
(fη0 , dK) by Sn and fη0 by f0 throughout the

proof. We also denote ln(f) the log-likelihood calculated at the density f . Under
the usual regularity conditions on the parametric model,

B−1
n ≥

R
Sn
eln(f)−ln(f0)dπ(f)

cnn−d/2

≥ bne
−cnd/2π[Sn ∩ Vn],
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where Vn = {(f,X); ln(f)− ln(f0) > −c} and cn, b
−1
n are OP (1). Therefore

Pnη0
�
B−1
n > δ

�
≥ Pnη0

h
π[Sn ∩ Vn] > δecb−1

n n−d/2
i

≥ Pnη0

h
π[Sn ∩ V cn ] < π[Sn]− δecb−1

n n−d/2
i

Under the assumptions of Theorem 4, π[Sn] > Cn−d/2 for some C > 0, hence by
choosing δ small enough, with probability tending to 1,

π[Sn]− δecb−1
n n−d/2 > απ[Sn],

with α as close to 1 as need be. This probability is bounded away from 0 if
Pη0 [π[Sn ∩ V cn ] ≥ απ[Sn]] is bounded away from 1. We have:

Pnη0 [π[Sn ∩ V cn ] ≥ απ[Sn]] ≤
R
Sn
Pf [V cn ] dπ(f)

απ(Sn)

≤ ε20
(c− ε20)

2α
.

By choosing c > ε20/2 and α close enough to 1, the above term is made strictly less
than 1, which achieves the proof. �
Remark. The main difference with the sufficient condition given in McVinish al.
(2005) is on the prior mass of neighbourhoods of the true density in the nonpara-
metric model described by π. To obtain consistency of the Bayes factor, McVinish
et al. require the prior mass of L1 neighbourhoods of f0 of length εn to be of smaller
order than n−d/2, where εn is the rate of convergence (in terms of L1) of the pos-
terior distribution around f0. Here we prove that the Bayes factor is inconsistent if
the prior mass of ε20/n Kullback-Leibler neighbourhoods of f0 is greater than n−d/2.
The change of metric is often not a real problem, so the real significant difference is
in the change between ε2n (in terms of the square of the L1 metric which is equivalent
to the Kullback-Leibler divergence to some extent) to ε20/n. Again a particular case
of interest is when ε2n is of order 1/n up to a logn term (see examples 2 and 4), since
this prior mass condition comes close to a sufficient and necessary condition. Note
also that obtaining a lower bound on the prior mass is usually easier than an upper
bound. This is particularly true for mixture models, where identifiability may not
be verified.

Remark. Theorem 4 shades light on the penalization induced by the Bayes factor
(when interpreted as a penalized likelihood). It finally reflects some kind of relative
ease of estimation under each model of the true density. This ease of estimation
is measured in terms of the way the priors (models) are able to approach the true
density. More precisely the smaller the number of parameters in a model is needed
to approach the true density the easier it is to estimate the density. This number
of parameters needed to approach the density can be quite different from the real
number of parameters involved by the prior, so that this notion of ease of estimation
can be quite different from a real ease of estimation, such as computational ease or
interpretational ease. The special cases of embedded and non-embedded models
below illustrate this phenomenon.

We now apply this result together with Theorem 4.1 of McVinish et al. (2005)
to comment on the effect of embedding on Bayes factors.
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4.1.1. Embedding

We now study the consistency of the Bayes factor in the case where the parametric
model is embedded in the nonparametric one, using the cumulative distribution
function transform. Similarly to before, let {gψ, ψ ∈ S} be the nonparametric model
on [0, 1] and H = {fη,ψ = fη(x)gψ(Fη(x)), η ∈ Θ0, ψ ∈ S} be the full nonparametric
model describing the alternative. Let π1 be a prior on S, π on Θ0 × S and π0 on
Θ0 under the null. Theorem 4.1 of McVinish et al. (2005) imply that the important
condition to check is that for all θ0 ∈ Θ,

π [fη,ψ; ||fη,ψ − fη0 ||1 ≤ εn] = o(n−d/2).

Note that

||fη,ψ − fη0 ||1 = ||gψ − hη||1, (19)

with hη(u) = (fη0/fη)(F
−1
η (u)). Hence denote

F̃ = {hη; η ∈ Θ0}.

In this Section we do not give general conditions for consistency or inconsistency
of the Bayes factor since this has been done previously. Instead we give specific
conditions leading to either of these behaviours that we believe are common enough.

We assume that Θ0 is compact and that the model F̃ = {hη, η ∈ Θ0} is regular.
Assume similarly to before that S = ∪kSk, where Sk is a finite dimensional para-
meter space, with dimension dk. We assume that for each k the submodel ψ ∈ Sk
is regular.

We first give a sufficient condition for inconsistency of the Bayes factor.

Theorem 5 Consider the conditions stated previously, and assume also that the

conditional prior on η given ψ is uniformly bounded from below. If π1

h
ψ : gψ ∈ F̃

i
>

0, the Bayes factor does not converge to infinity when the true density is equal to
fη0 .

Similarly, if π [η;hη ∈ S] > 0, then necessarily there exists k ∈ N such that
π [η;hη ∈ Sk] > 0. If the dimension dk of the smallest subset Sk satisfying the above
inequality is smaller or equal to d then the Bayes factor is inconsistent under fη0 .

proof of Theorem 5 The proof follows directly from Theorem 4. Indeed, since Θ0 is
compact, dK(gψ, F̃) = 0 if and only if gψ ∈ F̃ . Moreover dK(fη0 , fη,ψ) = dK(hη, gψ)
therefore,

π
�
(η, ψ); dK(fη0 , fη,ψ) ≤ ε20/n

�
≥

Z
F̃
π
�
η; dK(hη, gψ) ≤ ε20/n|ψ

�
dπ1(ψ)

≥ cn−d/2π1[F̃ ]

≥ c′n−d/2,

where the last two inequalities come from the regularity condition of F̃ and from
the condition on π1[F̃ ].

The second part of the proof of Theorem 5 is proved in the same way. �
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This condition is not a necessary condition, however we do believe that it is
nearly so. To illustrate this, consider the same models in η and ψ with the same
regularity conditions as above. We assume that the prior densities π0 and πk,
k ∈ N (the conditional priors) are bounded. The rate of convergence for estimating
fη0 in the full model H is then bounded by εn = logn/

√
n. Assume that the

conditions of Theorem 5 are not satisfied, in other words that π1

h
ψ : gψ ∈ F̃

i
= 0

and π [η;hη ∈ S] = 0. Since hη0 = gψ0 = 1 the above set has null probability but
is non empty, consider k0 the smallest integer for which there exists η such that
hη ∈ Sk0 and denote by F ∩ Sk0 the set of densities that can be written both as
hη and as gψ, with ψ ∈ Sk0 . For notational ease we indifferently write ψ ∈ Sk0 or
gψ ∈ Sk0 . Let η ∈ Θ0, ψ ∈ Sk0 be such that ||hη − gψ||1 ≤ εn then for all ψ′ such
that ||hη − gψ′ ||1 ≤ εn we obtain that ||gψ′ − gψ||1 ≤ 2εn. Hence

πn = π [(η, ψ) ∈ Θ0 × S; ||hη − gψ||1 ≤ εn]

≤ Cεdnπ1(S
ψ
n ).

where Sψn = {ψ;∃η ∈ Θ0; ||gψ − gη||1 ≤ εn}. If dk0 the dimension of the set Sk0
is greater than d then using the same calculations but inverting ψ and η leads

to πn = O(ε
dk0
n ) = o(n−d/2) and we can apply Theorem 4.1 of McVinish et al.

(2005) which implies that the Bayes factor is consistent. To be more precise, care
should be taken on dependence on k ≥ k0, however it usually is not so much of a
problem so we shall not enter into these problems, and only pretend that the order

O(ε
dk0
n ) is also valid for the subsets Sk, k ≥ k0. If d > dk0 , we need to prove that

πk(S
ψ
n ) = o(logn−d), for all k ≥ k0 satisfying dk ≤ d. This is a very natural result.

We now prove it in a more restrictive case, where we assume that the subset F ∩Sk
can be characterized in terms of η by considering that some components say η1 of
η are null and in terms of ψ by considering that some components say ψ1 are null.
In other words there exist parametrisations η = (η1, η2) and ψ = (ψ1, ψ2) such that
hη ∈ F ∩ Sk if and only if η1 = 0 and gψ ∈ F ∩ Sk if and only if ψ1 = 0. We then
prove that when n is large Sψn is at most at a distance Cεn from F ∩ Sk, for some
fixed constant C > 0.

First note that Sψn is a sequence decreasing to F ∩Sk so that π(Sψn ) goes to zero
as n goes to infinity. Hence if when n is large enough, if ψ ∈ Sψn and hη is such that
||hη − gψ||1 ≤ εn then ψ and η are as close as need be to F ∩ Sk, in other words η1
and ψ1 are close to 0. We can then consider without loss of generality that h(0,η2) =
g(0,ψ2). Since the models are regular we can work with the Hellinger distance instead
of the L1 distance, changing only εn by a fixed multiplicative constant. A Taylor
expansion of hη and gψ around h(0,η2) = g(0,ψ2) = g0 leads to:

h2(hη, gψ) =

Z �p
hη −

√
gψ
�2

(x)dx

=
1

4

"
ψt1

 Z
dψ1 g0(d

ψ
1 g0)

t

g0
dx

!
ψ1 + ηt1

�Z
dη1g0(d

η
1g0)

t

g0
dx

�
η1

−2ψt1

 Z
dψ1 g0(d

η
1g0)

t

g0
dx

!
η1

#
+ o(|ψ1|2 + |η1|2),

where dψ1 g0 (respectively dη1g0) is the derivative of gψ (resp. hη) with respect to ψ1
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(resp. η1). The latter term can be bounded from below by c|ψ1|2|η1|2 as soon as the

quadratic form is definite positive, that is as soon as dψ1 g0 and dη1g0 are not linearly

dependent as functions of x. In this case, ψ ∈ Sψn only if ψ1 = O(εn). Hence the

prior mass of Sψn is bounded by a constant times ε
dk1
n . We finally obtain that the

prior mass of Sεn(f0, L1) is bounded by a term in the form ε
d+dk1
n = o(n−d/2) and

the Bayes factor is consistent, according to McVinish et al. (2005).

Remark. The condition to get inconsistency of the Bayes factor in Theorem 5
indicate that the prior under the alternative is not well considered since it means
that it puts positive mass to the null model, to some extent.

Example 5 (Mixtures of betas (2)). Let π1 be a prior defined on the set of finite
mixtures of betas on [0, 1], assume for ease of calculations that the parametric model is

the exponential model : fη(x) = e−ηxη, η > 0. Then hη(u) = η0/η(1 − u)η0/η−1, which
is indeed a regular model, as a Beta (a, b) distribution constrained by a = 1. In this case
F ⊂ Sk, for all k ≥ 1, where Sk is the mixture of beta densities defined previously for the
example of mixtures of betas. The constraints on the parameters for each k ≥ 1 defining the
subset F of Sk are thus of the form : p0 = 0, pj = 0, j ≥ 2, p1 = 1, a1 = 1. It follows from
the above discussion that the Bayes factor is consistent in this case. Note that if instead of
the mixtures of betas defined previously we had considered mixtures of betas in the form:

gψk
(u) =

kX
j=1

pjgaj ,bj (u), (20)

so that the uniform does not have a special representation, then the Bayes factor would still
be consistent. We will see that it is not so when we do not embed the parametric family in
the nonparametric one.

4.1.2. Non-embedding

If we do not embed the parametric model in the nonparametric model, Bayes factors
might be inconsistent even with reasonable priors. We give no general theorem
specific to the non-embedded case since Theorem 5 covers this case.

To make a comparison with the case where the parametric family is embed-
ded in the nonparametric one, consider the mixture of Beta distributions example
with the parametric family being a Beta distribution. If we constrain the Beta
(a, b) of the null model to have a = 1 then this also covers the case where the
null model is the exponential family model, transformed on [0, 1] using the trans-
form: u = 1 − e−x. Assume first that the alternative is represented by (20). Then
the prior mass of ε20/n-Kullback-Leibler neighbourhoods of the true distribution,

when the true is any beta(1, b) distribution, is of order O(n−1) = o(n−1/2). More-
over εn = O(

√
logn/

√
n) and the prior mass of L1 distance of the null is of order

O(n−1 logn) = o(n−1/2) so that the Bayes factor is consistent at fη, for any η ∈ F .
On the other hand if the mixture of Betas distributions is represented as in Sec-
tion 3.2.1 (Example 4), then the prior mass of 1/n-kullback-Leibler neighbourhoods
of the uniform distribution is exactly of order 1/

√
n so that the Bayes factor is

inconsistent in this case. However the prior mass in the alternative model of L1-
neighbourhoods of the true distribution is still of order o(n−1/2) if the true is not
the uniform distribution and the Bayes factors are consistent at these distributions.
In such situation we have this very strange phenomenon where the Bayes factor does
not behave at all the same way depending on the value of the parameter η in the
null model.
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4.1.3. Discussion

In this paper we have studied some aspects of Bayesian testing of precise hypotheses,
emphasizing on their capacity of approximating their counterparts in imprecise null
hypotheses testing. The two approaches we have studied are the Bayes factors
(or posterior probabilities) and the distance approach calibrated by p-values. The
former is the most common Bayesian testing procedure, the latter is to our opinion
better suited for goodness of fit tests. Bayes factors are the Bayesian answers to 0-1
types of losses and are therefore better suited for well separated hypotheses testing
problems. In problems where the null belongs to the closure of the alternative,
it seems too abrupt a loss function. We have proved that when the number of
observations becomes large the Bayes factor associated with point null hypotheses is
a poor approximation of Bayes factors of interval null hypotheses, unless the intervals
are extremely small. They need to be a lot smaller than the typical estimation rate of
convergence. This means that in large samples contexts Bayes factors for point null
hypotheses cannot be understood as Bayesian answers to imprecise null hypotheses
testing problems.

The above results on the Bayes factors for goodness of fit tests of parametric
families versus nonparametric families show that Bayes factors can be interpreted
as penalized likelihood ratio statistics, where the penalization indicates a certain
complexity of the models. This notion of complexity is not the usual one. It is related
to the capacity of each prior to approximate the true distribution. This capacity
can be measured by the prior mass of neighbourhoods of the true distribution. If
the mass is small then the prior cannot approximate well the true distribution and
the associated model is penalized. This penalization has therefore very little to
do with the complexity of the model in terms of number of parameters or ease of
interpretation of the parameters. In special cases, such as regular finite dimensional
models, it comes to the same thing, however in goodness of fit tests it usually does
not.

The second Bayesian testing procedure we have studied in this paper is the
distance approach, calibrated by a p-value. We show that such a calibration induces
an imprecise null hypothesis with width of order the rate of convergence of posterior
distribution in the alternative model, under f0, the point null hypothesis. When
the null hypothesis is a parametric family then this interpretation remains. However
depending on the representation of the alternative model, very different phenomena
occur. In particular, the results obtained in this paper shed light on the impact on
embedding the parametric family into the nonparametric model.

The aim of this paper is not so much to determine which of the two procedures
are best, although our preference goes to the distance approach at least in goodness
of fit problems. Our aim is rather to understand better how these procedures react
to large samples, when the real question is not whether the precise null hypothesis
is true but whether it is a reasonable hypothesis. Obviously both methods are
bound to reject the null under large samples, as are all methods based on precise
null hypotheses. To answer to this question of practical significance versus statistical
significance, when the number of observations becomes large it is necessary to assess
more precisely what practical significance means, in each problem. In particular,
the larger the number of observations, the more accurate this notion of practical
significance must be assessed. One way to do this may be through the loss function,
by defining carefully in the loss function the notion of practical significance.
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5. APPENDIX

5.1. Proof of Theorem 1

For both parts of the theorem, we need to find a lower bound on Bn/B
?
n. First note

that, as soon as λn ≤ 1/2, i.e. as n is large enough,

Bn
B?n

≥ mn

2λn
, where mn =

Z
Sn

fθ(X)

fθ0(X)
dπ(θ).

and Sn corresponds to either Sεn(θ0, dK) or Sεn(θ0,K) wether we consider part (i)
or part (ii) of Theorem 1. The idea of the proof is that near θ0, we can find a subset
of Sn such that the log-likelihood ratio ln(θ)− ln(θ0) is large enough in probability
with respect to Pθ1 .

We now prove part (i): Let θ1 ∈ Θ

Pθ1

�
Bn
B?n

≤ 1/C

�
≤ Pθ1

�
mn

λn
≤ 2/C

�
≤ Pθ1 [π[Sn,1 ∩An] ≤ 2λne

a/C]

where An = {(θ,X); ln(θ)− ln(θ0) > −a} and a > 0. Choosing C large enough, we
obtain that

Pθ1 [π[Sn,1 ∩An] ≤ 2λne
a/C] ≤ Pθ1 [Π(Sn,1 ∩Acn) > π(Sn,1)− 2λne

a/C]

≤

R
Sn,1

Pθ1 [Acn] dπ(θ)

π(Sn,1)− 2λnea/C
.

The latter term is well defined when n is large enough since there exists δ > 0
such that π(Sn,1)/λn > δ. Hence it is enough to choose C such that 2ea/C < δ/2.
Moreover, if θ ∈ Sn,1;

Pθ1 [Acn] = Pθ1 [ln(θ0)− ln(θ) > a]

≤ nVθ1(fθ0 , fθ)

(a+ n∆(θ1, θ))2

≤ 4M

a2
,

as soon as a > 2c. By considering a = logC/2 this goes to zero as C goes to infinity.
We now prove part (ii): Let θ1 6= θ0 satisfying the hypotheses of part (ii) of

Theorem 1. Let C, b > 0 and An = {(θ,X); ln(θ) − ln(θ0) > b}. Then similarly to
before,

Pθ1

�
Bn
B?n

≤ C

�
≤ Pθ1

�
mn

λn
≤ 2C

�

≤

R
Sn,2

Pθ1 [Acn] dπ(θ)

π(Sn,2)− 2λne−bC
.
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The assumption of part (ii) of Theorem 1 implies the existence of δ > 0 such that
π(Sn,2)/λn > δ, then if b satisfies 2e−bC < δ/2 and if θ ∈ Sn,2,

Pθ1 [Acn] = Pθ1 [ln(θ0)− ln(θ) > −b]

≤ nVθ1(fθ, fθ0)

(n∆(θ1, θ)− b)2

≤ 4ρnV0

a2
,

which goes to zero when n goes to infinity. This achieves the proof. �

5.2. Proof of Theorem 2

The main difficulty is to control gψ(Fη′(F
−1
η (u))) when η′ is close to η uniformly

on Sn. More precisely, we need to control the distance between fη′gψ′(Fη′) and
fηgψ(Fη) in terms of the distance between gψ′ and gψ and |η′ − η|.

∆ = h2(fηgψ(Fη), fη′gψ′(Fη′))

= h2(gψ, gψ′) + 2

Z p
fηgψ(Fη)

�q
fηgψ′(Fη)−

q
fη′gψ′(Fη′))

�

≤ h2(gψ, gψ′) + 2h2(fηgψ′Fη), fη′gψ′(Fη′))
1/2

≤ h2(gψ, gψ′) + 2K(fηgψ′Fη), fη′gψ′(Fη′))
1/2.

We therefore need only consider the second term of the right hand side, which we
denote ∆2.

∆2 =

Z 1

0

gψ′(u) log

�
gψ′(u)

gψ′(Fη′(F
−1
η (u)))

�
du+ (η − η′)

Z
fηgψ′(Fη)

∂ log fη̄
∂η

dx

There are many possible types of conditions that might imply the result given above,
we present here one set of conditions as it is convenient when dealing with mixtures
of betas. Essentially what is needed is that there exists C, c such that for all ψ,ψ′,
with dH(gψ, g

′
ψ) < δ/2

����
Z 1

0

gψ′(u) log

�
gψ′(u)

gψ′(Fη′(F
−1
η (u)))

�
du

���� ≤ C|η − η′|c (21)

Then condition (16) together with (17) and (18) imply that

|∆2| ≤ Cψ|η − η′|c ≤ ec3nρn |η − η′|c.

Finally ∆ ≤ 2ρn if h2(gψ, gψ0) ≤ ρn and |η − η′| ≤ e−c3nρn/cρ
1/c
n . This implies

that we can construct a 2ρn-covering of the complementary of the Cρn-Hellinger
neighbourhood of f0 by considering a ρn-covering of the complementary of the C/2ρn

Hellinger neighbourhood of gψ0 and a e−c3nρn/cρ
1/c
n -covering of Θ0. This leads to

Kn =
X
j,l

q
π(Ãn,j,l)
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≤
X
j

q
π(Ãn,j)

X
l

q
π(|η − ηj | ≤ e−c3nρn/cρ

1/c
n )

≤ C
X
j

q
π(Ãn,j)ρ

−cd/2
n edc3nρn/2

≤ Cec̃nρn .

Following the lines of Walker et al. (2005) We have that

X
n

e−nε
2/8Kn <∞

as soon as ε2n = a0ρn with a0 large enough. We now consider the condition on the
Kullback-Leibler neighbourhoods of the true density: We have

π1 [gψ; dK(gψ0 , gψ) ≤ ρn] ≥ e−nCρn

Then, using the same calculations as previously around gψ0 , since f0 = fη0gψ0(Fη0),

for all |η − η0| < aρ
1/c
n e−c3nρn/c, with a small enough, if

K(gψ0 , gψ) ≤ ρn/2, V (gψ0 , gψ) ≤ ρn/2

then
dK(f0, fη,ψ) ≤ 2ρn

So that
π[Sρn(f0, dK)] ≥ c′ed log ρn−(C+c3/c)nρn ≤ e−C

′nρn ,

as soon as log ρn < −cnρn, i.e. ρn ≥ logn/n which is the case. �
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