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Abstract. In flexible environments like healthcare and customer service, business 

processes are executed with high variability. Often, this is because cases’ 

characteristics vary. However, it is difficult to correlate process flow with 

characteristics because characteristics may refer to different perspectives, their 

number can be real big or even because deep domain knowledge may be required to 

state hypotheses. The goal of this paper is to propose an effective exploratory tool for 

discovering the characteristics that are causing the process variation. To this end, we 

propose a process mining approach. First, we apply a clustering approach based on 

Latent Class Analysis to identify subtypes of related cases based on the case-wise 

process characteristics. Then, a process model is discovered for each cluster and 

through a model similarity step, we are able to recommend the characteristics that 

mostly diversify the flow. Finally, to validate our methodology, we applied it to both 

simulated and real datasets.  
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1 Introduction 

A great value of Process Mining is in discovering the real process flows when there 

exists a lot of variability in the process execution, and the organization’s assumed 

process models are hardly verified. This is a common situation in flexible 

environments like healthcare or customer service [1]. The next step that could add 

greater value to organizations is to reach perceptive conclusions about how this 

variability is related to process characteristics. As discussed in [2], if process flow 

variability can be pointedly attributed to characteristics, a great potential for process 

analysis is unleashed: we will be able to correlate the control flow to other 

perspectives (e.g. the organizational perspective, the data perspective etc.). This 

correlation will guide the analyst in exploring the discovered process models beyond 

the initial insights, resulting in a more effective guidance for process improvement 

and redesign. 

 Although correlating process characteristics to the model variants seems like the 

natural next step for process analysis, it is not a trivial task at all. A number of 

difficulties are acknowledged: i) The characteristics may refer to different 

perspectives e.g. control-flow (e.g., is this a splitting point?); data-flow (e.g., is this an 

emergency case?); organizational (e.g., are these resources in the same team?) etc. ii) 

The number of characteristics can be real big iii) Characteristics may not be evident in 

the Log (thus, they must be derived) iv) The metric to discriminate cases (i.e., the 

dependent variable) may not be clear to process owners / decision makers. Because of 

this kind of difficulties, using ad-hoc approaches are prominent in the literature [3–6]. 

In practice, a less sophisticated yet intuitive way to deal with this problem is to use 

filtering and subsetting techniques, available in all process discovery software tools. 

Undeniably, this practice is more or less based on the intuition of the process analysts, 

as well as it requires deep domain knowledge. 

The need to disentangle process analysis from the analysts’ intuition has been early 

identified in [7], where a suite of Business Process Intelligence is proposed to extract 

knowledge about the factors that affect process performance. Authors of [8] have put 

forward those concepts in the process mining field. They use machine-learning 

techniques (Decision Trees) to analyze how data attributes influence the choices made 

during the process execution. Following this concept, authors of [2] propose a general 
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framework about how process characteristics can be derived and correlated. In this 

paper, we built on the same concept of discovering the characteristics that affect the 

process control-flow, by adding an augmented potential to the analyst’s toolkit. 

In particular, we do not require from the end user (process analyst / owner) to 

formulate any a-priori hypothesis. Our goal is to propose an effective exploratory tool 

for discovering the characteristics that are causing the process variation. The focus is 

on bringing out the appropriate descriptions and delivering an extra layer of 

information that will make process models easier to comprehend. To this end, we 

propose a multi-step methodology. During the first step, we apply a clustering 

approach based on Latent Class Analysis to identify subtypes of related cases based 

on the case-wise process characteristics. Then, a process model is discovered for each 

cluster and through a model similarity step, we are able to recommend the 

characteristics that mostly diversify the flow.  

There are two major contributions following this approach: The first is that it 

allows the population profile, as expressed by cases’ characteristics, to guide the 

knowledge extraction. This way, clusters are more intuitively related to business / 

market mentality, that tends to consider cases (e.g., customers) and not procedural 

behaviors. The second contribution is about delivering an exploratory tool. Since the 

methodology is able to exhibit the most informative features that control the flow, 

users can explore the process without needing to make any hypotheses.  

The remainder of the paper is structured as follows: In the next section we review 

related works. After presenting our methodology in Section 3, we evaluate our 

approach by comparing it against other approaches over simulated data and then we 

demonstrate its potentials over a real dataset. Finally, a brief discussion concludes the 

paper. 

2 Related Works 

In this section we review approaches from the process mining domain that try to 

tackle process discovery and analysis in flexible environments, where flow variability 

is expected, due to the highly customized needs that route a client (a case).  In these 

cases, discovering a single model could seldom provide clear answers, since the 

generated models would be complex and confusing (the so-called spaghetti models). 

Moreover, in some cases, the process analysts and stakeholders do not need a 

complete process model, but just an understanding of the dominant behavioral 

patterns. Clustering different behaviors, and discovering a process model per cluster 

has been early identified as an effective solution to improve process 

comprehensibility [9]. This approach is coined with the term trace clustering. 

In [9] authors create a feature vector for each trace. That vector comprises the 

activities and the transitions between activities of the trace. Then they use the k-

means algorithm to separate the control-flow behaviors. The same similarity criteria 

are also used in [10] to form a similarity matrix for traces. After applying a technique 

that relegates the most dissimilar traces, a spectral clustering method is applied to 

deliver clusters with more related behaviors. Song et al. [11] build further on the idea 
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of feature vectors, since they allow a number of attributes (beyond the activities or the 

transitions) to create a profile for each trace. Then they provide a wide range of 

distance metrics (e.g. Euclidean distance, Jaccard distance etc.) that can be used with 

an also wide variety of ordinary clustering techniques (e.g. hierarchical agglomerative 

clustering, k-means, self-organized maps, etc.) to produce coherent clusters. The 

approach of [11] is the first approach that allows non-control-flow attributes to be 

considered.  

Another way that trace clustering can be used is proposed by [12, 13]. The goal in 

those works is to detect concept drift causes. They propose to use the generic edit 

distance to measure the similarity between traces so that a number of control-flow 

patterns can be created and exploited as features by feature vector clustering 

algorithms. However, the focus of those works is to discover control flow patterns, 

thus no correlations with features from other perspectives is considered. Moreover, in 

[14], authors capitalize on the benefits of an active learning approach to improve 

process discovery. They cluster traces, discover a model per cluster and next they 

combine the accuracy and complexity of the corresponding models to estimate the 

clustering quality. After a few iterations, they are capable to deliver clusters that 

perform near optimally with respect to these criteria (accuracy, complexity). 

All the above trace-clustering approaches have been proved to be able to alleviate 

the spaghetti effect from discovered process models. However, as described in the 

previous paragraphs, most of the proposed techniques do not consider attributes of 

additional (besides the control-flow) perspectives. Even when they do (for instance, in 

[11]), just by clustering, it is not possible to tell what is the impact of these attributes 

to the behavior. To respond to this additional requirement, another category of 

techniques, using supervised approaches has been suggested. 

A popular idea, first introduced in [7], is to treat the decision points of the process 

model as classification problems. The classes are the different decisions that can be 

made while decision trees algorithms are used to give prominence to factors that 

affect the branching decisions. Perhaps the most visible implementation of this idea in 

the field of Process Mining is the Decision Miner [8]. The same concept is also 

applied in [15], yet focusing just on the multi-choice workflow pattern [16] case. In 

[2], the same concept is generalized by proposing a generic framework according to 

which virtually any characteristics can be correlated (again through decision trees 

classification) to another one. Authors indeed recommend the automated creation of a 

number of related characteristics to be evaluated as affecting factors. Finally, in [17] 

(a work that tries to analyze the same data set as our work) case data analysis is 

performed by testing for the existence of particular correlations. 

There are two important differences between this work and these approaches. First, 

it targets to explain the overall model variation (not only branching choices in the 

decision points or variation with respect to a particular characteristic). We are 

interested in detecting the reasons that cause the entire process models to be different, 

not just in a decision point analysis. Second, our work uses an essentially 

unsupervised approach to reach this goal. More specifically, we do not expect from 

the user to perceive what is the variable that discriminates cases, we do not ask from 
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him to state any a-priori hypothesis. In other words, the user does not need to enter 

any dependent variable during our algorithm. 

3 Methodology 

The proposed methodology is inspired from the active learning approach. The 

intuition of active learning is that a machine learning algorithm can perform better 

with fewer training labels if it is allowed to choose the data from which it learns. 

Active learning systems are asking queries in the form of unlabeled instances to be 

labeled by an oracle while they struggle to apply effective query strategies to decide 

which instances are most informative [18].  In the proposed methodology, the 

instances are process models and the oracle is a model-similarity algorithm. In this 

case, the oracle does not label the instances, but it provides a metric about their 

pairwise dissimilarity, thus indicating the most dissimilar process models. Then, the 

learning occurs through classification trees that try to figure out why these clusters of 

cases correspond to so different process models.  

The starting point is a heterogeneous population of cases. Heterogeneity is 

expressed across a number of characteristics. These characteristics are observed for 

the whole population and are case-wise features. The clustering goal is to provide a 

partition of the population into groups of homogeneous observations. Then, we 

discover a process model per cluster. Assuming that there exist characteristics 

accountable for the process flow differentiation, we expect the clusters’ process 

models to be significantly different. To test this hypothesis, we follow a flipped 

approach: We find the process models that significantly differ, and we check the 

population of the corresponding clusters for differences in their characteristics 

distributions. Figure 1 illustrates the basic steps of the proposed approach. 

One could argue that it is possible to check for differences in characteristics’ 

distributions in clusters derived directly by a trace clustering technique. Although 

trace-clustering techniques are expected to deliver groups with different behaviors, 

they provide little (or they do not provide at all) information about how much 

different is the behavior among the clusters. Moreover, the clustering decision 

considers the flow elements (e.g., transitions) as well as the characteristics. Therefore, 

their output does not explain the role of characteristics in the behavior differentiation. 

A contribution of this work is that it detaches the similarities of cases’ characteristics 

from the flow variants. Such a detachment is provoked by the need to profile the 

population based on its characteristics and it is expected to support the discovery of 

the ones that affect mostly the process flow. To this end, the set of characteristics does 

Figure 1. A multi-step methodology. 
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not include any flow structures (set / patterns of activities). Similarity with respect to 

flow structures is evaluated during the sub-models similarity step (see section 3.2).  

3.1 Clustering to Discriminate Profiles 

The first step of our methodology includes a case clustering, based on case-wise 

characteristics. In particular, we assume that some of the parameters of a postulated 

statistical model differ across unobserved subgroups. A discovered process model 

expresses the behavior of these subgroups. The models for all clusters form the 

categories of a categorical latent variable (it is called 'latent' because a case's class 

membership is not directly observed). Since during this stage we try to fit a model 

with non-standard distributional features, we propose to apply a finite mixture model 

to create the population subgroups. In particular, because our major concern is with 

the structures of cases (namely the latent taxonomic structure), we propose to apply 

Latent Class Analysis [19] as a tool for building the population typologies. 

3.2 Process Models Similarity 

In order to measure the similarity between two models, we use the notion of graph 

edit distance. The graph edit distance, inspired from the string edit distance, defines 

graph edit operations of the following kind: insert a new node or a new edge, delete a 

node or an edge, change a node or an edge label. Each operation e has assigned a 

certain cost cost(e) and the graph edit distance is defined as the minimum cost of the 

sequence of edit operations which transform a graph into the other graph.  

Process mining algorithms discover models expressed as Petri nets. A Petri Net PN 

is a 3-tuple PN=(P,T,F), where P and T are two sets of places and transitions 

respectively and � ⊆ (�×�) ∪ (�×�) is a set of arcs. 

In order to take into account the differences in control flow structure when 

calculating the distance, we transform each Petri Net into a graph (N, W, E) having 

two kinds of nodes, tasks N and gateways W, by applying the following rules: a) the 

nodes set is equivalent to the transitions set (� ≡ �), b) edges are created by 

replacing places having only one ingoing edge and one outgoing edge; the source and 

target transition will be connected with a direct link using a directed edge c) for all 

patterns that form AND-splits, AND-joins, XOR-splits and XOR-joins, new nodes 

representing these gateways are inserted.  

After parsing the two Petri-Nets PNi  and PNj,  we obtain two new graph models �! 

and �! respectively. These graph models are defined by the set of their elements ,i.e. 

gateways, nodes and edges. The next step is to calculate the graph edit distance 

between the two graphs. We consider cost functions that assign constant values to the 

operation of insertion or deletion of nodes and edges. Let  0<wn ≤ 1, 0<we≤ 1  and 

0<wg≤ 1, be the cost of inserting or deleting nodes, inserting or deleting edges and 

inserting or deleting gateways, respectively.   

There are two characteristics of mined process models that allow an efficient 

computation of their distance. The first characteristic is that the name of every task is 

unique within a single obtained process model. The second characteristic is that two 

tasks T1 from the first graph and T2 from the second graph can be seen as identical 
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only if their names are equal. Edges are defined to be equal if they have identical 

sources and targets. 

 Gateways are defined to be equal if they have the same type (splits, joins, etc.) and 

they have the same source and target nodes.  

Thus we can define the following sets: 

• Nodes within N1 but not within N2: N’1:=N1\N2 

• Nodes within N2 but not within N1: N’2:=N2\N1 

In a similar way, we define the sets E’1, E’2 for edges and W’1,W’2 for gateways. 

To calculate the graph edit distance between G1 and G2, we have to delete the 

nodes N’1 because they are in N1, but not in N2. The number of edit operations is   

|N’1|. We also have to delete edges E’1 and gateways W’1. Then we have to insert 

nodes N’2, edges E’2 and gateways W’2. The total number of edit operations will be 

|N’1|+|N’2|+|E’1|+|E’2| + |W’1|+|W’2|. 

Finally, based on the cost of these operations, in order to define a symmetrical and 

normalized value, the distance between two graphs is based on the fractions of 

unmatched elements (to be inserted/deleted) from the total number of elements (of 

both graphs) using the following formula: 

where fn , fe  and fg is the fraction of inserted and deleted nodes, edges and gateways 

respectively (fn =|N’1| +|N’2| / (|N1|+|N2|). This formula is adapted from [20–22], where 

more general process models are considered. 

3.3 Variable Selection with Classification Trees 

After applying the model similarity algorithm of the previous section, we are able 

to identify the most dissimilar models. Then we can subset the dataset by keeping just 

the cases that are members of the population that correspond to those models. The 

clustering membership label can act the role of the dependent variable in a supervised 

learning approach (the characteristics will be the independent variables).  

In this work, we propose to use a tree-based method. The basic reason that favored 

this choice is that non-experts more easily interpret tree-based methods. However, a 

drawback of trees is their accuracy level, since they suffer from high variance. 

Therefore, in order to create a more powerful model, we propose to use Random 

Forests (RF) [23]. The basic idea of Random Forests is that they grow a number of 

decision trees on bootstrapped training samples. During the creation of every tree, and 

every time a split is considered, a random set of characteristics (a.k.a. predictors) is 

used. There are a number of reasons why Random Forests are expected to deliver 

better results. 

First of all, since the new dataset is only a subset, it is likely that the number of 

records it contains is small. RF are more suitable for this kind of problems (small 

number of records with respect to the number of predictors). Then, by considering 

different characteristics for every split,  RF can deal with high-order interactions and 

correlated characteristics [24]. Moreover, through RF, it is possible to obtain a 
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summary of the importance of each characteristic (how significant it is for the 

classification decision) using the Gini index.  

3.4 The Methodology Workflow 

Before applying the proposed methodology, the initial event log should be pre-

processed. A mandatory step is to construct a matrix whose rows will be the cases and 

columns the cases/ characteristics (unless such data are available as a distinct dataset). 

Then we need to determine the number of clusters that we expect to assign the cases 

to. In the proposed version, we select to choose the number of clusters that minimizes 

the Bayesian Information Criterion (BIC) of the clustering model. After we have 

selected the optimal number of Clusters, we solve the latent class model using [25] 

and derive the cluster membership of cases. This information is appended to both 

datasets (the event log and the cases matrix). 

The next phase involves filtering the initial Event Log on the clustering 

membership, getting a sub-Log per cluster and discovering a Petri Net per sub-Log. 

Our algorithm is agnostic with respect to the discovery technique. Having obtained a 

set of Petri Nets (one per cluster), we apply the model similarity algorithm to get a 

measure of models dissimilarity. Such a measure allows us to focus on the factors that 

cause really significant differences in the process flow. The similarity metric is 

calculated pairwise for all the Petri Nets.  

The algorithm proceeds by selecting the most dissimilar ones. Then, following a 

reverse logic, we move back to the clusters that produced these dissimilar graphs, and 

filter the dataset of characteristics (cases matrix) on only the cases that are members 

of these clusters. On the new, filtered dataset, we apply a decision tree technique 

treating the cluster membership as the dependent variable. Again, the decision tree 

technique to be applied is irrelevant for this algorithm, however we propose the 

techniques described in Section 3.2. Eventually, the leaf nodes of the decision tree are 

associated with the cluster membership, while the paths from the root to the leaves 

will be some classification rules. 

We expect the classification rules to involve characteristics that have 

discriminative power with respect to the population (since they were used by the 

latent class analysis to create the profiles) as well as with respect to the process flow 

differentiation (since the compared classes (tree leaves) correspond to the maximal 

dissimilar models). Below, we present the pseudocode of the proposed algorithm. 

Input: Event Log L 

1: Construct a cases / characteristics matrix C 

 

# phase 1: Clustering 

2: Find optimal number of clusters N (BIC) 

3: Solve LCA for N clusters 

4: Append new column: Cluster_Membership to L & C 

 

# phase 2: Discovery 

5: Subset L on Cluster_Membership: get L1,…LN sub-Logs 
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6: For each Li: Discover a Petri Net PNi 

 

# phase 3: Similarity 

8: For each pair PNi, PNj: Calculate models’ similarity 

9: Create a matrix with all pairwise models’ 

similarities 

10: Identify most dissimilar models M & M’ 

 

# phase 4: Classification Trees 

11: Filter C on cases that correspond to M & M’ 

12: Apply Random Forest to C  

13: Calculate variables’ importance using Gini index 

4 Evaluation 

4.1 Simulated Data 

In order to compare the proposed methodology with other approaches, we 

generated a benchmark process model and the corresponding event log for 1,000 

cases using the PLG tool [26]. The percentage parameters were set as the following: 

Loop: 5, Single activity and Sequence: 50, AND split-join: 30, XOR split-join: 66. 

We also set the maximum nested patterns to 3 and the maximum number of XOR 

gateways to 10. The reason to select these values is to allow the creation of a process 

model that allows significant differentiation of the flows. Then we created 20 

characteristics, in terms of categorical variables, like the following:  

─ 5 variables to significantly affect the flow. Every ‘important’ variable was 

connected with an XOR gate of the model, namely the level of such a variable 

affected the branching decision with a probability of 0.95 (5% was allowed to 

noise, i.e., random assignment).  

─ 5 variables to averagely affect the flow. For ‘quasi-important’ variables the 

probability to affect the branching decision was set to 50%. 

─ 5 random variables that follow a categorical distribution with a dominant level 

(50% to 90%) and two complementary levels that share the rest probability. 

─ 5 random variables that are uniformly distributed. 

The first, naive approach that one can employ to check how characteristics affect the 

flow is to test the connections between trace variants and characteristics. We tested 

this approach by treating characteristics as factors and variants as the responses in a 

multinomial classification model. Since the number of variants in the benchmark 

dataset is rather big (169), decision trees perform really badly. Moreover, because of 

the number of categories, it is practically impossible to apply any technique that 

subsets the datasets (e.g. random forests). Therefore, we applied another variable 

selection technique, capable for multiclass classification, the sparse group lasso, as 

proposed by [27]. The results were really poor, in the sense that the only non-zero 

feature that was selected was always the intercept, in other words, no feature was 
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marked as important. This is a clear indication that the knowledge about variants 

(traces) similarity (that is missing from this naive approach) is an important piece. 

Next, we applied a number of trace clustering techniques, as implemented by ProM 

5.2 (the Trace Clustering plugin). In particular, we applied the Agglomerative 

Hierarchical Clustering, the k-means and the EM algorithm using the Euclidean, the 

Jaccard and the Hamming distances. For all the techniques, we chose a standard 

number of clusters (5). Since trace clustering techniques do not provide a way to 

indicate the characteristics that affect the flow, we integrate trace clustering with the 

last phase of our methodology, namely classification trees using random forests. For 

each technique we noted down the top 5 most important features, as indicated by the 

Gini index. Figure 2 illustrates the results for one of the most successful techniques, 

the k-means using the Euclidean distance, while Figure 3 presents the pertinent results 

for the proposed methodology.  

    Cluster 

    2 3 4 5 

C
lu

st
er

 

1                                         

2                                         

3                                         

4                                         

Figure 2. Features that affect the flow, extracted from the k-means clustering using 

Euclidean distance dataset. The solid color signifies an important variable, the lighter color 

signifies a quasi-important variable, the vertical and horizontal lines correspond to random 

variables (uniformly and categorically distributed). 
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1 
                                        

0.762 0.756 0.653 0.786 

2 
                                        

     0.727 0.306 0.772 

3 
                                        

          0.77 0.423 

 

4 

                                        

                0.796 

Figure 3. Features that affect the flow according to the proposed methodology. The 

coloring scheme is the same with Figure 2 and the numbers are the similarity distances 

between the process models that correspond to the clusters (1 means totally different, 0 totally 

similar). 
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Table 1. Number of irrelevant features proposed by the classification trees based on the trace 
clustering techniques’ results. 

  Distance metric 

  Euclidean Jaccard Index Hamming 

Clustering 

technique 

Agglomerative 8 13 12 

k-means 8 8 8 

EM 9 8 8 

From the table and the figures above we can see that the proposed methodology 

performs slightly better than trace clustering techniques (after augmenting them with 

the last phase of our approach). Nevertheless, the performance in terms of number of 

irrelevant features incorrectly identified is comparable (our approach is mistaken six 

times while there are a few other techniques that are mistaken eight). However, there 

are some elements in the proposed approach that yield added value. In particular, the 

added value is due to the models’ similarity and the clustering components: The 

former allows to discover what features result in different (or similar) behavior (i.e., 

to distinguish the most informative ones) and to appreciate how different is the 

behavior among clusters. In addition, this component tabulates the models’ 

differences (e.g., nodes inserted / deleted etc.). Another added value of our approach 

comes from the clustering component. Because it decides on grouping cases based on 

their non-control-flow characteristics, it delivers the (intrinsically homogeneous) 

profiles for each cluster. This is an important piece of information for process analysts 

and stakeholders, when they want to explore the process variability from a case-wise 

perspective. These elements of added value will become more evident in the next 

section, wherein a case study with real data is presented. 

4.2 An Application with Real Data 

In order to assess the proposed methodology, we applied it to a real life event log 

of a Dutch academic hospital [28], originally intended for use in the first Business 

Process Intelligence Contest (BPIC 2011). This log contains data for 1143 patients. 

Each case is a patient of a Gynaecology department. We select this log because a) it is 

freely available and ii) because it contains many characteristics for each case. We pre-

processed the dataset like we describe below.  

Since the time window of the data spans a period larger than two years, it is likely 

than some patients visit the hospital many times. In this work, if the same patient does 

not visit the hospital for one week, for her future visits, she is considered as a 

different case (this concept is also followed by [29]). Then, we eliminated cases that 

contain just one event. Moreover, each event may be related to many diagnosis and 

treatment codes. We consider each code to be a distinct variable. All variables of this 

kind are binary variables (true if that diagnosis/treatment code was noted, false 

otherwise). Next, the original dataset is an event log, but in our work, we care also 

about the case-wise characteristics. Therefore, if there is at least one event that is 

described as “urgent” during the case lifecycle, we describe the case as “urgent” as 

well. Finally, we exploit the different resources involved within a case to create two 

variables that indicate the starting department and the most frequently visited one. 
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After pre-processing the data, we end up with a dataset containing 72 characteristics 

for 4640 cases that account for 147888 events.  

The next step is to evaluate the optimal number of clusters. For this reason we used 

the Bayesian Information Criterion (BIC). More specifically, we solved the Latent 

Class Analysis model for different number of clusters (2 up to 10) and we selected the 

model that minimizes the BIC. In our case, 8 clusters yield the optimal BIC. Since 

every case is labeled with a cluster membership value, it is straightforward to copy 

this information to the original event log. The next step is to subset the log by the 

levels of the cluster membership variable. This will result in 8 sub-logs, each one 

corresponding to cases of a different cluster. For each sub-log, we discovered a Petri-

Net by the ILP algorithm [30], as implemented in ProM 6.4. From the pairwise 

comparisons (illustrated in Figure 4 (a)), we perceive that the most dissimilar pair is 

Cluster 2 and Cluster 8. In other words, patients belonging to clusters 2 and 8 have the 

most different behavior with respect to their flow in the process. The most interesting 

challenge now is to discover the reasons for this differentiation. Therefore, we return 

to the cases dataset and we filter it so that only cases of the two clusters remain. 

Following the technique presented in section Error! Reference source not found., 

we set the cluster membership as the dependent variable and we grow a Random 

Forest. 

(a) (b)	

Figure 4 (a) Pairwise similarities of the discovered Petri Nets. The darker the color, the least 

similar are the two models. (b) The top-10 most important characteristics that discriminate 

cases of clusters 2 & 8. 

Figure 4 (b) depicts the top-10 most important characteristics that influence the 

classification decision, therefore the ones that they affect flow variation. Actually, out 

of the 10 characteristics presented, just the first ones appear to play a role. These are 

the Most Frequent Department, the Starting Department and the Treatment Code 101. 

The first conclusion that we can draw is that the single most important characteristics 

is the department that the patient is visiting. Although this seems trivial, there are 

some interesting insights that we can get. For instance, cases of cluster 2 are visiting 

most frequently the Obstetrics & Gynaecology clinic (with a 99.5% frequency), while 

2

3

4

5

6

7

8

1 2 3 4 5 6 7

Cluster X

C
lu

s
te

r 
Y

−0.8

−0.7

−0.6

−0.5

−0.4

Distance

Mean Decrease of the Gini index

0 50 100 150 200 250

Most.Frequent.Depart  
Start.Depart  

Treat_101  
Urgent  

Treat_803  
Treat_61  

Diag_M13  
Age  

Treat_813  
Treat_603  



Discovering Characteristics that Affect Process Control Flow  13 

for the cluster 8 cases the most frequent departments are the General Lab Clinical 

Chemistry (63.4%) and the Nursing ward (35.8%). From that, we can infer for 

example, that we should check for pooling the resources of the General Lab and the 

Nursing ward; or that the Obstetrics & Gynaecology clinic is well separated from the 

other two departments and therefore some layout redesign could help etc.  

5 Discussion 

The proposed methodology is advisable for problems when cases have a rich 

profile, or when cases’ characteristics are equally or more important than their flow 

behavior. In such kind of problems, the proposed methodology manages to bridge the 

gap between the profiles’ clustering bias and the flow variability. It connects cases’ 

characteristics with flow variants, supporting the users in process analysis. A critical 

assumption is that we consider that there exist characteristics that are both capable 

and liable for flow variation. Another important issue is that the multi-step 

methodology combines several techniques (clustering, process discovery, model 

similarity, classification), resulting in a complex workflow. It is within our plans for 

future work to automate this workflow and seamlessly integrate all the components 

into a single tool. 
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